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Abstract

Online shopping and home delivery have minimized the physical and financial costs consumers
experience while shopping. Nevertheless, consumers behave as if searching for products is
costly, examining fewer products than they should if search were free. Existing models of
consumer search incorporate ‘search costs’, but it is unclear what aspects of search are
experienced as costly by the consumer and whether cognitive costs (such as the costs of
attention and memory) are part of the equation. Across three multi-stage incentivized lab
experiments (N = 549) we assess how changes in the complexity of the search environment
affect how consumers search for products in an online shopping task. We manipulate two
aspects of the shopping task: the number of relevant attributes of each product (placing
greater demands on attention), and whether information about searched products needs to
be remembered (or remains on screen). We use conjoint choice tasks to estimate participants’
true preferences, in addition to a task where explicit preferences and rules (which govern
utility and payoffs) are provided. In our experiments we find manipulating complexity, via
the number of relevant attributes and the memory demands of the task, impacts search:
consumers search fewer unique products as complexity rises. We fit the behavioral data to
the Weitzman sequential search model to quantify how these behavioral changes map onto

the ‘search cost’ parameter in such models.
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1. Introduction

The modern consumer experience feels nearly frictionless. Online shopping negates the need
to travel between stores as a range of products can be perused from one’s computer or mobile
phone. Once a consumer finds their preferred product, they can type in their details and
the product will be delivered within days, if not hours. Consumers however still behave as
if search were costly, searching fewer products than is expected under optimal search. For
example, roughly three in four borrowers apply to only a single lender when shopping for a
home loan despite the enormous financial stakes (Alexandrov and Koulayev, 2018).

One reason consumers may behave in such ways is that the decision-making processes
recruited while shopping are themselves costly. While information is valuable to consumers,
the mental operations required to evaluate information require mental effort—and people
often find effort subjectively aversive. In this paper we assess how the complexity of the search
environment—such as the amount of information available—affects the ways consumers search.
Do consumers search more in complex environments by virtue of the additional information
available? Or do they find the increased mental demands of complex environments cognitively
costly and search less as a result?

To test this, we used an incentivized shopping task and manipulated complexity in
two ways: 1) by altering the number of relevant attributes for each product (affecting the
attention consumers must pay while encoding and comparing product information) and 2)
by manipulating how information was displayed (affecting participants’ working memory
demands). We chose these manipulations because prior work on consumer search in economics
and marketing generally assumes that the number of attributes a product contains has no
bearing on search cost and that consumers can freely recall attribute information previously
obtained (Weitzman (1979)). In addition, more attention must be paid as the amount of
information increases (Bettman et al., 1990) and people’s working memories are readily

constrained (Oberauer et al., 2016; Cowan, 2001). Our experiments can verify whether



existing modeling assumptions are indeed innocuous, or whether they introduce bias, and
whether the attentional and memory costs consumers face in complex settings partially
underlie the search costs estimated in formal models.

To preview our results, we find that increases in complexity affect the way consumers
search. Rather than added information increasing search depth, participants searched fewer
items as the number of available attributes increased. Similarly, when participants were
required to remember information of previously viewed hotels (akin to how most websites
function) participants also searched fewer unique hotels. We also show that it is not simply
environmental complexity that matters (e.g., the amount of information), but how this
information can be cognitively processed: consumers search more in settings where the
information provided can be simplified by relying on a single dominant heuristic. To formalize
these findings, we fit the data from Experiment 1 to a probabilistic version of the Weitzman
(1979) sequential search model and show that these behavioral changes affect the search cost
estimate. This is important as prior work has generally documented relatively large search
costs (e.g., Chen and Yao (2017) estimate a search cost of roughly $21 per hotel click) and
our work helps explain why these estimates may be large—consumers face cognitive costs
even in online environments. Our results also have theoretical and practical relevance: they
provide a psychological grounding for the search cost in models of consumer search and show
that additional information, despite being valued by consumers, may reduce the total number
of products consumers view.

The paper is organized as follows. Section 2 overviews the relevant literature and the
Weitzman sequential search model. Section 3 outlines the experiments and our aims, followed
by Sections 4, 5, and 6 which cover the three Experiments and their results, respectively.

Section 7 discusses the results, including their theoretical and practical implications.



2. Related Literature

This paper draws from research in marketing, cognitive psychology, and behavioral economics.

Here, we overview the relevant research from each field.

2.1 Information Seeking

People are often described as ‘informavores’ (Miller, 1983; Dennett, 2003) for their seemingly
insatiable desire for information. Typically, we seek information because it is the means by
which we’re able to achieve our desired ends. People’s appetite for information, however, also
extends into domains where that information has no obvious instrumental use. While it is
rational to seek information which can be used to improve one’s outcomes (see Hirshleifer
and Riley, 1979; Raiffa and Schlaifer, 1961), there is little use in seeking information for
its own sake—such as checking an email for typos after you have sent it. Entire industries
however are built on people’s desire for such information. Ancestry.com, a company acquired
for $4.7 billion in 2020 (Aliaj and Wiggins, 2020), makes the majority of its revenue through
consumers who are simply interested in their heritage. A similar case can be made about the
wearable tech health monitoring business (estimated to be worth approximately $45 billion
USD, MarketsandMarkets (2025)) where consumers can track every heartbeat, breath, and
sleep quality—yet most do little with this information beyond satisfying their curiosity.
Non-instrumental information seeking has been thoroughly studied in the lab: people pay
money to resolve the outcomes of unchangeable future events (Bennett et al., 2016; Liew
et al., 2022), expose themselves to electric shocks to satisfy their curiosity (Hsee and Ruan,
2016), and acquire information they know to be instrumentally useless (e.g., the answer to a
riddle, Loewenstein, 1994). Consumers too exhibit behaviors suggestive of an appetite for
information. Consumers browse showrooms, read product reviews, and follow new releases
for goods they have no intention of buying (Bloch et al., 1989). While it seems obvious that

the primary function of shopping is to buy products, people shop from a variety of reasons



that are ancillary or entirely adjacent to purchasing—such as being social, seeking sensory
stimulation or distraction (Tauber, 1972). Shopping can either be utilitarian and work-like,
or fun and for its own sake (Babin et al., 1994; Hirschman and Holbrook, 1982). Central to
this behavior is the idea that information is valued and thus sought.

Marketers have learned to leverage the consumer’s desire for information. Menon and
Soman (2002) showed that advertising which withholds information—revealing just enough to
whet the consumer’s appetite—generates curiosity and increases the attention consumers pay.
Consumers also prefer larger product assortments when deciding where to shop (Aydinli et al.,
2017), and prefer complex product assortments when shopping for hedonic purposes (Whitley
et al., 2018). The enduring popularity of the Japanese store Don Quijote (a company with a
market cap of $15 billion), where shelf and product arrangement is a veritable mess, further

supports the intuition that more information and added complexity may entice consumers.

2.2 The Costs of Cognition

Set against people’s desire for information is the fact that cognitive processing is subjectively
costly (for review, Shenhav et al., 2017; Kool and Botvinick, 2018; Otto et al., 2025). While
people like information, when acquiring it requires cognitive effort, people’s appetites are
often suppressed. So-called effort aversion (Kool et al., 2010) is routinely observed across a
variety of domains, such as: tasks which impose working memory demands (Westbrook et al.,
2013), numeric reasoning puzzles (Embrey et al., 2023), and risky decision-making (da Silva
Castanheira and Otto, 2026). Ceteris paribus people follow a law of least effort (Hull, 1943;
Zipf, 1949) and have been termed ‘cognitive misers’ (Fiske and Taylor, 1984) as a result.
Attentional control—the executive function responsible for allocating and maintaining
attention—is theorized to be the process people find costly (Shenhav et al., 2013, 2017).
While the exact reason attention is costly is debated in the psychological literature (i.e.,
whether the cost is neurometabolic in origin; Embrey and Inzlicht, 2025; Kurzban et al., 2013;

Pessiglione et al., 2025; Otto et al., 2025), we know that effortful attention is aversive, and



that people minimize the effort they exert to allay these subjective costs (Bhui et al., 2021;
Lieder and Griffiths, 2020).

Economists have also considered how people ought to behave when information acquisition
is costly. Formal models of rational inattention (see Caplin et al., 2019; Matéjka and McKay,
2015; Sims, 2003; Caplin and Dean, 2015; Mackowiak et al., 2023) show that it is rational to
ignore some information—even instrumentally valuable information—when there is a cost
associated with acquiring it. Similarly, models of consumer search formalize the tradeoff
between the benefit of additional information and the cost to obtaining that information, and
derive optimal rules for when to continue searching (and when to ignore more information)
based on apparent ‘search costs’ (Weitzman, 1979; Stigler, 1961). A related stream of work
focuses on when and why such costs may arise, homing in on complexity and the added
cognitive demands complex environments place on decision makers (see Gabaix and Graeber,
2024; Oprea, 2020, 2024). This stream of research has (re)adopted the view that economic
decision-making is best viewed through the lens of bounded rationality (Gigerenzer and
Goldstein, 1996; Kahneman, 2003; Simon, 1956) and that cognitive costs, which increase in
concert with complexity, partially define these bounds and thus dictate how decision-makers
behave.

Marketing research has too wrestled with the effect of cognitive costs on consumer
choice. Shugan (1980) laid the groundwork for studying how the ‘cost of thinking’ affects
consumer decision processes. Later work by Payne et al. (1993) took a more formalized
approach (defining elementary information principles and their effect on consumer choice)
and Bettman et al. (1998) extended this approach, arguing that preferences are fluid and
constructed depending on the environment—with effort minimization being a key factor
governing preference construction. Relatedly, the number of products people consider (i.e.,
their consideration set) is bounded by consumer’s cognitive capacities (e.g., working memory
limits) (Hauser and Wernerfelt, 1990; Roberts and Lattin, 1991).

Practitioners also adjust their offerings to help consumers: such as allowing online shoppers



to arrange products by attributes (Haubl and Trifts, 2000), designing store layouts in intuitive
manners (Chandon et al., 2009), and providing consumers with sensible default options
(Johnson and Goldstein, 2003). In other instances, marketers use consumer’s cognitive
constraints to their advantage, such as positioning high margin products at eye level (where
visual attention is drawn; Atalay et al., 2012) and increasing the complexity of forms (Gabaix
and Laibson, 2006). The precise ways in which cognitive costs affect consumer search however
are not understood.

The fact that cognitive processing is costly complicates the picture of how consumers
react to (valuable) information while shopping. While consumer research has previously
addressed whether consumers prefer more or fewer products in their choice set (Iyengar and
Lepper, 2000; Scheibehenne et al., 2010; Chernev et al., 2015; Berger et al., 2007), and has
studied search across a variety of domains (Punj and Staelin, 1983; Beatty and Smith, 1987;
Moorthy et al., 1997), much of this literature has done so in the absence of a formalized
model. Moreover, aside from recent work on choice overload (e.g., Chernev et al., 2015), there
has been a general shift away from considering how the cost of thinking may affect consumer

decision-making. In the following subsection we overview formal models of consumer search.

2.3 Formal Models of Consumer Search

Search models can be roughly categorized into two classes: sequential and simultaneous. In
simultaneous search models (e.g., Stigler, 1961) a consumer decides how many N products to
search at the outset and purchases the best product from that sample after searching all of
them. In sequential search (e.g., McCall, 1970; Weitzman, 1979) the number of products to
be viewed is not predetermined and instead depends on the information revealed about each
product during the search process. A consumer may stop after one product or five, depending
on what is revealed about each. We focus on sequential search and use the Weitzman
model as an optimal benchmark in our tasks; we employ this model because it provides an

analytical optimal solution to sequential search problems (such as ours; see Methods) and is



the dominant model in the field (for review see Ursu et al., 2025).

Sequential search models depend on two factors: the amount of information revealable
via search (e.g., how many attributes are unveiled) and the cost of revealing this information.
The more information available about a product, the more valuable searching that product
is (e.g., clicking to reveal the product’s details on a website). Whether a consumer should
search depends on both how valuable the information is and the cost of acquiring it. While
all models of search assume there is a ‘search cost’—given consumers tendency to search
less than an unbounded optimal agent would—the exact origins of this cost are not well
understood.

In most models (e.g., Weitzman, 1979; Gabaix, 2006), search costs are posited to arise
when additional product information is sought (e.g., by going from the list page to a product
details page). It is assumed that consumers get the information available on the list page
for ‘free’ (Kim et al., 2010; Ursu, 2018; Chen and Yao, 2017; Ursu et al., 2022) and it is
the process of acquiring additional information that is costly. In the empirical literature,
monetary search costs are estimated by fitting observed data (e.g., clickstream data) to
a formal model and rationalizing deviations from optimality by altering the ‘search cost’
parameter—where tendencies to search fewer products are associated with higher search costs.
For example, Chen and Yao (2017) estimate a search cost of roughly $21 per hotel using data
from a hotel-booking site, and in a simultaneous-search setting Honka (2014) recovers search
costs ranging from $35 to $170 for consumers searching for US auto insurance.

Traditionally, opportunity costs are assumed to underlie these search costs (Stigler, 1961);
to this point, salaries having been observed to correlate with estimated search costs (e.g.,
Aguiar and Hurst, 2007), with higher salaries associated with fewer searches. There have,
however, been few attempts to understand which components of the search environment may
affect these search costs, and whether these costs are partially cognitive in nature—even
if opportunity costs also affect people’s aversion to cognitive effort (Embrey et al., 2025;

Kurzban et al., 2013; Otto and Daw, 2019).



Recent research has begun to move in this direction. Karle et al. (2025) show that search
costs depend on context and Natan (2025) finds that large product assortments entice new
customers, but the added frictions of this complexity reduce the frequency of return customers.
Even simple website-layout designs have been observed to affect search costs; for example, a
product’s position on a site impacts the likelihood it is searched (Gardete and Hunter, 2024;
Ursu, 2018). Furthermore, Ursu et al. (2022) invoke mental fatigue as an explanation for
why consumers sometimes abandon search without purchasing: fatigue is assumed to increase
as search costs are accrued leading consumers to eventually abandon search as the (mental)
costs of continuing are too high.

While such results are suggestive of search costs being dependent on the search environment,
previous work has not directly assessed how environmental complexity affects search behavior
or the subjective experiences of consumers. This gap is partially driven by the structural
nature of formal search models which are agnostic (as far as search costs are concerned) as to
the amount of information available and the mental constraints of the consumer. Existing
models take the vector of attributes of a product as given and assume that recall of previously
searched attributes is free and precise (Stigler, 1961; Weitzman, 1979). Some newer iterations
of such models assume that search costs increase over time (i.e., searching product 2 is
more costly than product 1, and so on; Ursu and Dzyabura, 2020), but have not explicitly
considered how the effort of evaluating a product itself may affect search costs, and moreover,
whether the effort required depends on environmental complexity.

Another relevant observation is that consumers often revisit previously searched products.
Revisits are a common feature in both observational and experimental data, but they suggest
that people deviate from optimality—expending time and effort on information they’ve
already obtained. The current methodological approach is either to ignore these ‘revisits’
when fitting data to search models or to treat them as part of the consumer’s learning process
(e.g., Branco et al., 2016; Ke et al., 2016; De los Santos et al., 2017). Even this latter class of

models, however, remain agnostic as to whether revisits are to re-learn forgotten information



or seek new information.

The Weitzman Sequential Search Model

Here we give a brief overview of the Weitzman search model which is integral to our design.
In the Methods we provide details on the probabilistic version of the model which we fit to
our data.

The Weitzman model assumes that consumers know the distribution of utilities for each
option ez ante and pay a cost c to reveal the utility of each unsearched option. Letting Fj

denote the prior distribution of utility for option j, the reservation value z; is defined as:

c= [ = z)dFi(w) (1)

The reservation value z; is the value that would make the consumer indifferent between
accepting an outside option of value z; and paying c to inspect option j. The optimal policy
is to search the unsearched option with the highest z;, if that z; exceeds the best utility
realized so far, including the outside option. If the highest z; is lower than the best realized
utility, stop searching and choose the option with the highest utility. The cost parameter ¢
partially dictates search behavior, such as: which products are searched, in what order, and
when search terminates. Intuitively, the higher the search cost the fewer products a consumer
is likely to search.

We employ this model for two reasons: 1) it is the field standard model of consumer
search (see Ursu et al., 2025) and 2) it provides a rational benchmark for how participants

ought to behave in our experimental search task.

3. The Current Experiments

In our search task we manipulate the cognitive costs of the consumer in two manners: 1)

attentional costs (via the number of attributes) and 2) memory costs (via what participants
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must remember).

For the attribute manipulation, the parallels to reality are self-evident: some products
contain more attributes than others (e.g., computers vs. cutlery) and different sellers provided
different amounts of information about their products (e.g., compare Walmart and Amazon’s
websites). The number of attributes a product contains also directly affects the consumer’s
attention: as the number of relevant attributes rise so too does the amount of attention
which must be paid to encode and evaluate this information (Bettman et al., 1990). This
however is traded off against the value (both instrumental and intrinsic) consumers derive
from information (Loewenstein, 1994).

As for the second manipulation, most websites require people to remember previously
viewed details. When information is revealed via search (viewing the product detail page),
on most websites, this information disappears from view when the consumer return to the
list page. Given memory is imprecise and liable to interference (Oberauer and Lin, 2017),
consumers may want to reduce the total number of products they view.

Both of these manipulations affect the cognitive processing required by the consumer. If
search costs parallel cognitive costs, we should expect reduced search as a function of these
manipulations: more attributes means the consumer must pay more attention when encoding
and evaluating a product; and increased memory load means consumers have a greater
likelihood of their working memory being interfered with as the number of remembered pieces
of information rises.

It is also plausible that consumers change their decision-making strategies to alleviate the
costs they experience without reducing the total number of products they search. For example,
consumers may follow a search process which approximates the Weitzman search rule in
low-complexity scenarios, where such a mathematically intensive approach is tractable, but
default to simpler strategies (such as ignoring some attributes) as the cognitive costs of this
strategy rise. This would allow the consumer to maintain the total number of unique products

they view without severely burdening their cognitive load. Consumers appear to follow
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simplifying decision heuristics (such as lexicographic strategies) in binary decision-making
tasks (Payne et al., 1993), but it is currently unclear how such fluctuations in strategy affect
search.

We ran three experiments (N = 549) with two different incentive structures: one where
we provided preferences and rules to participants (Exp 1 and Exp 3) and another where
preferences were estimated (Exp 2). In the Provided Preferences experiments, attribute
weights and utility rules were explicitly provided to participants, alongside an explicit cost (2
cents). The predictions of the Weitzman model can be concretely stated allowing for a precise
test of how changes in complexity affect search relative to optimality. In the Estimated
Preferences version participants’ own preferences were estimated via repeated-choice conjoint
tasks. This allowed for a more realistic—yet less controlled—setting where participants’
choices were contingent on their own preferences and search proclivities rather than fixed
rules.

In Experiments 1 and 2 we manipulated both the attentional demands (the number of
attributes a product contains) and memory demands. Experiment 3 served as a follow up to
the previous two experiments by holding the number of attributes constant, yet manipulating
how difficult it is to mentally integrate this information.

We hypothesize two key sets of results. We expect that increased complexity (via the
number of attributes and memory demands) will reduce search. Moreover, that this reduction
in search will map onto the search cost parameter in the Weitzman model when we fit
observed behavioral data to the model. We also expect self-report ratings to reflect these
behavioral differences, with participants finding tasks harder as both the number of attributes
and memory burden increase. We also expect that repeat search (i.e., revisiting previously
viewed products) will increase in conditions where participants must remember revealed
information.

A secondary hypothesis of interest is the extent to which the Weitzman model adequately

describes behavior. Explicitly, whether the model captures behavior reasonably well across
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various levels of complexity or whether the model’s explanatory power reduces with com-
plexity—perhaps because consumers adopt simpler, heuristic-like strategies (Payne et al.,

1993).

4. Experiment 1 — Provided Preferences

Both of our main experiments, Experiment 1 and 2, were preregistered. The anonymized
preregistration can be viewed here: https://researchbox.org/7950 (Code: ZVKOHI). The
code to run the task, R analysis scripts (incl. Weitzman model), and the behavioral data will
become available upon publication.

Experiment ethics were approved by the University of Chicago IRB: TIRB24-1509.

4.1 Design

The experiment was a 3 (attribute) x 2 (memory) within-subjects design which took place
over 6 days (one day for each condition). Each session (condition) became available 24 hours
after the last session. We split the experiment over six days to reduce the likelihood of fatigue
affecting search behaviors in the later sessions. Which condition a participant was allocated
to was randomized across days.

Participants were paid $1.60 USD for completing each session and were able to earn a
bonus of up to $.50 depending on their choice (and number of products searched) in each.
Participants were also told that completing all six sessions earned them an additional $1.00

bonus.

4.2 Participants

Participants were enrolled via the Prolific platform. 196 participants completed at least two
stages in the multistage experiment and passed the attention checks (Mg = 39.1 years,
SD = 11.9; 46.4% female, 50.5% male, 2.6% non-binary, 0.5% other) we preregistered for

inclusion. Participants who failed the attention checks on the first day of the study were not

13



invited back and their data was excluded.

Across the six day study some participants either missed a session or encountered technical
difficulties (e.g., internet dropouts) during the task meaning their data is missing for these
sessions. We have data for 162 participants who completed all six stages. We however
analyzed all available data (i.e., from the 196 participants) as our analytic methods are robust
to missing data and participants who missed a session typically only missed 1 or 2. We re-ran
our analyses on the sample for whom we have data for all six stages (N = 162); our results
nor conclusions change when only analyzing the full sample. See the Web Appendix for the

results of these analyses.

4.3 The Search Task

In our study, participants were shown 12 hotels in a grid which contained a mix of attributes
(price, rating, WiFi). Participants were tasked with choosing the hotel which best matched
the explicit preferences provided to them (details below). While some information (the rating
and price range) was known prior to search, other information (the exact price and WiF1i)
was uncertain before search but revealed if the participant searched.

The task served as a stylized version of what a consumer experiences on a real website.
Hotels were displayed in a grid (see Figure 1) and participants could click on hotels to learn
more about them (such as their exact price per night). Initially, participants could only see
the price range (and rating for conditions with 2 or more attributes) and were informed
that the true price may be any value within that price range. After clicking on a hotel,
participants incurred a 1.5 second delay while the page loads before all information about
the hotel is displayed. (This 1.5 second delay is only incurred the first time a participant
clicks on a hotel.) Participants could then decide whether to ‘purchase’ that hotel or continue
searching. At any time, participants could ‘purchase’ any hotel they have previously searched
by revisiting its product page and pressing the ‘purchase’ button (see Figure 2).

A default hotel which was shown to participants before the task could be purchased at
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any time (without paying a search cost) and was displayed in the bottom right of the grid at

all times (with all attribute information revealed).

Number of Attributes

There were three attribute conditions: one attribute (price), two attributes (price & rating),
and three attributes (price, rating, & WiF1i).

In the one-attribute condition, only the price range was seen on the list page and clicking
revealed the exact price. In the two-attribute condition, both the rating and the price
range were seen prior to search, and clicking revealed the exact price. In the three attribute
condition, the price range and rating were known prior to search, and searching revealed the
exact price and whether the hotel room had free WiFi. We assumed that as the number of

relevant attributes increased, so too would the attentional demands of the task.

Memory Demands

When consumers shop online they need to remember the details of products they’ve previously
revealed.

In our experiment we tested whether imposing or relieving memory demands affects
consumer search by altering whether hotel information stayed on screen after search or
not (see Figure 1). In the Full Memory condition, revealed information remains on screen
after searching such that revisiting hotels is never required. In the No Memory condition,
information that is revealed via search disappears from view when returning back to the list

page (akin to most websites) increasing the memory burden of the consumer.

4.4 Incentive Structure

Participants in the Provided Preferences experiment were told the explicit weights of the

attributes, the explicit search cost (2 cents), and the rule to calculate their potential payoff
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(maximum of 50 cents). The attribute weights were as follows:

Price = —0.25
Rating = 5
WiFi = 10

Participants were told the weights before each session and the weights remained the same
across attribute conditions (i.e., the weighting of price was -.25 for all attribute conditions).
The rule to determine the Quality of a hotel (which is how participants’ bonuses were

determined) was a weighted additive rule:

Quality = Wiyice - Price + Wiating - Rating + Wi - WiFi. (2)

Participants needed to maximize the Quality of the hotel and could receive a $0.50 (USD)
bonus for choosing the top ranked hotel. Participants were also told that each unique search
(i.e., searching a hotel for the first time) cost 2 cents and that their total payoff was determined
by the following formula: payoff = $0.50 — search costs — quality penalty, where search costs
was the number of unique searches x $0.02. The optimal approach to this task is to follow
the Weitzman search policy which is analytically solvable in our experiment.

Participants lost X cents for every X % worse their hotel was (in terms of Quality) relative
to the best hotel. For example, if the best hotel had a Quality of 100 and the participant
chose a hotel with 80 Quality, they would lose 20 cents from their bonus. Participants were

explicitly informed of these rules and asked questions about them before each session.

4.5 Hotel Attribute Design

In our experiments we controlled for the instrumental value of search to ensure that the
predicted amount of search, according to the Weitzman model, was roughly equal across

conditions. This allows us to more cleanly assess the effect of attribute number on search as
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the ‘optimal’” amount of search can be controlled.

For an individual following the Weitzman policy in our tasks, the average number of
searches would be ~ 2.7 across conditions (1-attribute = 2.59 (SD = 1.41), 2-attribute = 2.84
(SD = 1.53), 3-attribute = 2.65 (SD = 1.06)). To obtain these numbers we simulated 10,000
runs of an agent following the Weitzman stopping rule precisely for each search task at each
attribute level and adjusted the price, rating, and WiFi values until the predicted number
of mean searches was roughly equal. The reason the predicted number of searches changes
between runs is that the observed price was drawn from the uniform distribution (rating
and WiFi were fixed for each specific hotel), equivalent to the real experiment. Memory
manipulations have no bearing on the Weitzman model’s predictions.

The attribute values of the default hotel were set such that its utility placed it 7th among

the ranked reservation values of all other hotels.

4.6 Procedure

Before starting, participants were prompted that the study involved a series of tasks which
would take place over 6 days. We required participants to agree to these terms prior to
continuing. For each condition, participants received detailed instructions informing them
about: the number of attributes, attribute weights, the search cost, how their bonus was
determined, and whether searched information stayed on screen (see above). Participants also
needed to pass a 6-question quiz before beginning the search task (see the Web Appendix).
This quiz was repeated before each session and participants could not proceed until all
questions were answered correctly (correct answers however were shown after making a
mistake).

Participants then completed the search task for the condition to which they were assigned
(e.g., 2-attributes, no memory). Participants could search as many or as few hotels as they
liked before making a purchase.

After ‘purchasing’ a hotel participants answered several questions: experienced men-
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tal demand, satisfaction with their search strategy, task difficulty, and whether they felt
overwhelmed by the information. Responses were on a 1-7 Likert scale. Participants were
also asked to “Briefly explain your search strategy so that another person could imitate it”.
Demographic information such as age, gender, income, and education were collected on the

first day only.

4.7 Analytic approach

Unless otherwise specified, we used linear mixed models of the form, outcome ~ predictor +
(1 | participant). This approach allowed us to account for individual differences and is robust
to missing data. To determine the best fitting model for each set of results, we started from
an intercept only model and built up to the full model (i.e., all fixed effects of interest and
their interaction). We selected the model with the lowest BIC to perform further analyses on
which is the model we report in the manuscript.

Random slopes (i.e., ( predictor | participant)) were not included in the mixed models
as participants only completed each condition (attributes x memory condition) once and
thus there was insufficient data to reliably estimate whether the size of the fixed effect varied

across individuals.

4.8 Experiment 1 Results
Search Depth

On average, participants searched fewer unique hotels in the 2- and 3-attribute conditions
relative to the 1-attribute condition. Participants also searched fewer hotels in the No Memory
condition (see Figure 3).

The best fitting model, unique search ~ attributes + memory + (1 | participant), showed
that both the number of attributes and the memory manipulation affected search, yet there was
no interaction between the two terms. When previously revealed information was re-hidden

post search (the No Memory condition), participants searched fewer unique hotels (b = —0.27,
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SE =0.09, p=.003). An increase in the number of attributes similarly reduced the number
of unique hotels searched. Participants viewed significantly fewer hotels in the 2-attribute
(b= —-0.61, SE = 0.11, p < .001) and 3-attribute conditions (b = —0.38, SE = 0.11, p < .001)
relative to the 1-attribute condition. Tukey-adjusted pairwise comparisons confirmed reliable
differences between the 1- vs. 2-attribute (Mgg = 0.61, SE = 0.11, p < .001) and 1- vs.
3-attribute conditions (Mgg = 0.38, SE = 0.11, p = .002), but no reliable difference between
the 2- and 3-attribute conditions (Mgg = —0.23, SE = 0.11, p = .095). In the discussion

(and Experiment 3) we address the lack of a difference between 2- and 3-attribute conditions.

4.0+

Unique searches

1 Attribute 2 Attributes 3 Attributes
Number of attributes

Memory . No Memory . Full Memory

Figure 3  Number of unique searches.

Quality of First Search

The first search in our task is unencumbered by participants’ subsequent experiences and
is thus a good measure of participants initial search strategy. In the Weitzman model,
the reservation value of a product is a cutoff that makes the searcher indifferent between
searching that product and stopping. Optimal search requires the consumer to search

products in descending order of their reservation values. In Figure 4 we plot participants’
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first search decisions with respect to their reservation value rank. In addition, we consider
other plausible heuristics participants may have used, such as the best rated hotel or best
median price. Searches classified in the ‘other’ category were those that did not meet any of
these classifications.

The majority of participants across the attribute levels either searched one of the top 3
ranked hotels (by reservation value), or appeared to use another heuristic. It is worth noting
that in the 2-attribute case the hotel with the highest rating was ranked 7th (in terms of
reservation value) and as such this was a poor decision with respect to the Weitzman model.

For a breakdown of the attribute values for each condition and their reservation value

rankings see the Web Appendix.

1 Attribute 2 Attributes 3 Attributes 1 Attribute 2 Attributes 3 Attributes

100%+4
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Primary strategy . RV rank 2-3 Other

Best rating

Figure 4  First search decisions and relationship with response time (RT). Overlapping
colours represent cases where both strategies would result in the same search decision

In addition, we analyzed the relationship between the amount of time spent on the list
page before the first search and the quality of that search decision (reservation value (RV)
rank of the first hotel searched). This analysis was intended to probe the relationship between

attention (where greater RTs are a proxy for greater attention) and the quality of the decision.
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We fit a cumulative link mixed model and log-transformed response time. The best fitting
model was RV Rank ~ rt x attributes + (1 | participant). The inclusion of memory condition
did not improve model fit (i.e., reduce BIC).

Longer deliberation was associated with better first-search choices in all conditions, with
the effect strengthening as attribute number increased (see Figure 4) . In the l-attribute
condition, each unit increase in log response time was associated with a modest improvement
in first-search rank (b = —0.24, SE = 0.11, z = —2.09, p = .037). The slope in the 2-attribute
condition was numerically steeper (b = —0.29, SE = 0.11, z = —2.66, p = .008), but did not
differ significantly from the 1-attribute slope (interaction b = —0.06, SE = 0.16, z = —0.36,
p =.719). In the 3-attribute condition the slope was substantially steeper (b = 0.96, SE =
0.12, z = 8.18, p < .001), significantly exceeding the 1-attribute slope (interaction b = 0.72,
SE = 0.16, z = 4.53, p < .001).

Repeat Searches

For a trial to be counted as a repeat search a participant had to re-visit a previously searched
hotel and then return to the list page before making a purchase decision. It is plausible
however that many participants re-visited hotels before they knew which hotel they wanted to
purchase, and only upon revisiting decided they were ready to purchase. Under our criterion
such trials are not included as ‘repeat searches’, hence our criterion is a conservative measure
of repeat searches.

The winning model was P(repeat search) ~ memory+ (1| participant). Participants had
significantly more revisits (as a proportion of total searches) in the No Memory condition
(b =10.033, SE = 0.007, t(668) = 4.53, p < .001). See Figure 5 for a depiction of this effect.

To examine revisits as a function of search number we modeled each trial as a binary
outcome (repeat vs. unique search) using a generalized logistic model. The winning model was
(repeat search) ~ unique search number+memory+ (1| participant), where unique search was

the cumulative number of unique hotels viewed prior to the current trial. The probability of a
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trial being a revisit increased with search number (b = 0.25, SE = 0.04, z = 6.10, p < .001),
and was lower in the Full Memory condition (b = —1.14, SE = 0.19, z = —5.96, p < .001).

The winning model did not include an interaction between these two terms.

0.8+
0.6

0.64

©
IS

0.4+

P(repeat search)
P(repeat search)

o©
N

0.2+

B Be B _—

0.0

1 Attribute 2 Attributes 3 Attributes é All é é lIO 1I2
Number of attributes Current unique searches
Memory |:| No Memory . Full Memory Memory No Memory == Full Memory

Figure 5 Repeat searches.

Purchase Decisions

To assess choice quality we remapped the utilities of all available hotels for each participant
such that the best hotel was rated 100 and the worst hotel rated 0. We then assessed the
utility of each participants’ choice on this remapped scale: choosing the best rated hotel
means the participant was assigned a score of 0 and choosing the worst hotel earns the
participant a score of 100.

We modeled purchase quality using the above scores via a linear mixed-effects model. The
best fitting model was purchase quality ~ attribute + (1 | participant). Chosen hotels fell
an average of 13.89% below the best available option in the 1-attribute condition, with this
shortfall increasing significantly in both the 2-attribute (b = 7.33, SE = 1.57, t(935) = 4.67,
p < .001) and 3-attribute (b = 4.80, SE = 1.56, t(937) = 3.07, p = .006) conditions. Tukey-
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adjusted pairwise comparisons showed that the 2-attribute and 3-attribute conditions did not
differ significantly (b = 2.53, SE = 1.57, t(937) = 1.61, p = .24). As the best-fitting model
did not contain the memory condition, we infer that there was no significant effect of the
memory manipulation on purchase quality.

We also analyzed whether participants purchased their most recently searched hotel as
a function of condition. We ran this analysis as we hypothesized that participants may be
more prone to purchasing their last viewed hotel in the No Memory condition as they are
relying on their memory of previously viewed hotels (as opposed to being able to view their
attributes on the list page). The best fitting model was purchase recent ~ memory + (1 |
participant), but the fixed effect of memory did not reach statistical significance (b = 0.21,
SE =0.14, z = 1.50, p = .13).

Self Report Measures

Each self-report response was analyzed with a linear mixed effects model of the form response
~ attribute + memory + (1 | participant). Participants reported greater Mental Demand
in both the 2-attribute (M = 3.77) and 3-attribute (M = 3.85) conditions relative to the
l-attribute condition (M = 3.01; both p < .001), with no reliable difference between the 2-
and 3-attribute conditions (p = .62). Information Overload showed the same pattern: ratings
were higher in the 2-attribute (M = 3.49) and 3-attribute (M = 3.50) conditions than in the
l-attribute condition (M = 2.75; both p < .001), yet did not differ from each other (p = .997).
Task Difficulty also increased from the l-attribute condition (M = 3.13) to the 2-attribute
(M = 3.92) and 3-attribute (M = 3.87) conditions (both p < .001) with no difference between
the multi-attribute conditions (p = .88). Strategy Satisfaction followed the opposite direction,
decreasing from the l-attribute condition (M = 5.14) to the 2-attribute (M = 4.23) and
3-attribute (M = 4.74) conditions (both p < .005); satisfaction was also reliably lower in the
2-attribute than the 3-attribute condition (p < .001).

The memory manipulation also influenced self-report scores. Participants reported lower
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Mental Demand (b = —0.16, p = .036) and lower Information Overload (b = —0.22, p = .006)
in the Full Memory relative to the No Memory condition. Effects on Task Difficulty (b = —0.13,
= .102) and Strategy Satisfaction (b = —0.13, p = .208) while directionally the same were

not statistically significant.

4.9 Weitzman Modeling results

We fit the behavioral data to the Weitzman (1979) sequential search model, estimated using
the kernel-smoothed approach (see Ursu et al., 2025). We depart from the canonical version
of the model in two respects as our experimental design differs from typical settings (e.g.,
clickstream data) where the model is fit to data. First, we compute each hotel’s reservation
value in closed form from its true utility distribution (as we provide explicit utility rules
to participants). Second, we treat realized post-search utility as observed rather than as
a latent shock that must be integrated over—as we observe the true realized utility in our

experiments. We overview the full model and these deviations below.

Utilities, search costs, and reservation values

We perform the analysis at the participant-condition level. Each hotel A in a given condition

has a utility formed

Up = Wprice : priceh + Wrating : ratingh + Wwiﬁ . Wiﬁha (3)

with Wiice = —0.25, Wiating = 5, and Wy = 10 in Experiment 1.

Search costs of a participant are given by

Cc = e:cp(ﬂo + Battr(a) + ﬁmem m —+ ﬁattrxmem<a> m + V) (4>

v ~ Normal(0, o)

where a € {1, 2, 3} indexes the attribute condition (condition 1 is the reference cell), m € {0, 1}

indicates the memory condition (1 = No Memory), (5, is the log baseline search cost, and v
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is a participant random intercept capturing between-participant heterogeneity in baseline
search costs. Search costs vary by individuals but not across products (hotels). In the model,
we exponentiate the cost term (as is standard, see Ursu et al., 2025) to ensure the estimated
cost is positive.

In the Weitzman model the reservation value z; of an unsearched hotel solves

o= H (wn — =) dF () (5)

where ¢ is the search cost, F(+) is the utility distribution, and Hj, is the upper bound of that
distribution. In our task the source of pre-search uncertainty is known—it is the uniform price
distribution (conditions 1 and 2) or the uniform-price x Bernoulli-wifi mixture (condition 3)
built into the experiment.

For a single uniform component with support [Ly, Hy] and width Dy, = Hy — Ly, the

reservation of a hotel h is given by

zp = Hy, —\/2¢, Dy, (6)

provided that ¢, < D/ 2.1 The three-attribute condition’s reward is an equal-weight mixture
of two uniforms, whose reservation value is derived in the web appendix.

In our experiment every component of utility—the realized price, the rating, and the wifi
state—is known for every hotel, therefore the ‘true’ u; is observed by the researcher. We
however allow for noise to enter the perceived values in the model—the pre-search reservation

value and the post-search observed utility:

IFor costs above this threshold the indifference condition has no in-support solution. In those cases, we let
zp = Ly, not imposing a direct restriction on the search cost. In our data however the estimated search costs
all lie below Dy /2, so the condition is never binding empirically.
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Zn = Zp + Oy fin,

Up = Up + Oc €, (7)
fin,en < Normal(0, 1).

Respectively, z;, and uy are the true reservation value and true realized utility of hotel h.
Zp and 1y, are these values as subjectively perceived by the participant—assuming subjective
perceptions are affected by unobservable noise (which arises during encoding and presumably
changes as a function of attention). The terms o, 1, and o €, are these encoding errors: fi,
and ¢, are standardised noise draws (mean 0, variance 1), and ¢, and o, are their standard
deviations (fixed to 1), which scale the typical size of the error on the true reservation value

and on utility respectively.

Likelihood

Following Ursu et al. (2025), the optimal policy is encoded as three families of inequality
conditions that the observed sequence must satisfy under the perceived quantities Z and .
Let the participant search K hotels and then purchase one option (a searched hotel or

the outside default hotel—available at any time without a cost).

Selection order. The hotels should be inspected in descending order of reservation values.
For each searched hotel, its Z must exceed the maximum Z among all hotels searched later in

the sequence (or those never searched).

Stopping. Search continues only while the best reservation value still available (of un-
searched hotels) exceeds the best observed utility, and stops otherwise. Each searched hotel

therefore satisfies Z > @ (best observed utility).

Purchase. The purchased option has the highest perceived utility u among all searched

options and the outside default.
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We index the model’s decision rules by a generic comparison 1(a > b), where a and b are
the two quantities a consumer weighs at each step: the reservation values of two hotels; the
best realized utility relative to the highest reservation value among unsearched hotels; or the
realized utilities of searched hotels when purchasing. Each inequality is non-differentiable,
which precludes the gradient-based sampling required by Hamiltonian Monte Carlo. We

therefore replace each with a smooth logistic kernel,

1
1+ exp(s (a — b))

La>b) = ofs(b—a)) = (8)

where o(-) is the logistic CDF. We store s as a negative constant, so that |s| is the effective
sharpness (precision) of the approximation: as |s| — oo the model becomes deterministic
in its predictions. Following Ursu et al. (2025), s is a numerical smoothing device rather
than a behavioral parameter, and is fixed rather than estimated. We use separate scalings
for the three comparison families: soqer = —5 for the search ordering, Sgearen = —3 for the
stopping rule, and sceice = —3 for the final choice. With eleven searchable hotels the per-trial
inequality is large, we therefore adopt relatively soft kernels (small |s|) to keep the likelihood
gradients well-behaved; the order condition is given slightly sharper (larger |s|) because it
typically operates on larger reservation-value margins than search and stopping decisions.

Conditional on a single draw of the perceptual shocks (u, ), the observed trial is consistent
with optimal search only if all of the underlying Weitzman inequalities—the ordering, stopping,
and choice comparisons—hold simultaneously. Because each smoothed indicator approximates
the probability that its inequality holds, the per-draw likelihood is the product of these
indicators across all inequalities, and a single violated comparison drives the product toward
zero. The shocks (u,€) are latent, so we marginalise over them by Monte Carlo: the trial
likelihood is the average of this product over D = 50 independent draws (computed in log
space as log_sum_ exp over draws minus log D). The outside option is treated as known with
certainty and therefore carries no perceptual shock and is not integrated over; we make this

assumption since the outside option is told to participants prior to the task and is displayed
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on screen at all times and is therefore less likely to be subject to encoding noise.

Identification of the search cost

We normalize the perceptual-noise scales, setting o, = 0. = 1, to aid in search cost identi-
fication. The estimated search cost ¢ is thereby expressed in the same utility units as the
preference weights, and its magnitude is interpretable on that scale.

There are however slight differences between what the estimated search cost is and what
the search cost should be for a consumer who searches optimally (given the search cost is
2 cents and the utility distribution is precisely known). When comparing estimated search
costs across conditions, we scale them relative to the ‘rational’ search cost, which refers to
the search cost (on the relevant utility scale) for a consumer following the Weitzman model

precisely.

Modeling results

We set the priors for the condition effects and search cost to be weakly informative: 3y ~
Normal(—1,1.5); the condition Bagtrsxmem ~ Normal(0, 1); and o, ~ Exponential(2). We fit
the model in Stan using Hamiltonian Monte Carlo with four chains, 1,000 warm-up and 3,000
sampling iterations per chain. The full program and convergence diagnostics are provided in
the Supplementary Materials.

For each participant and each session, we recovered an estimated search cost and asked
how it compared to the ‘rational’ search cost set by our incentive structure—we call this
quantity Crational- 1f participants behave as though searching is more (or less) costly than the
incentives warrant, the estimated cost will diverge from ciational-

In Figure 6 we depict the estimated search costs relative to the rational cost for each
condition. We find reliable evidence that the estimated cost, relative to the rational cost,
increased with the number of attributes. Implied costs in the 1-attribute condition were close

to the rational benchmark, costs in the 2-attribute condition however exceeded the rational
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benchmark by a factor of 2.45 (95% Crl [2.35,2.57], pd = 1.00) and by 2.90 in the 3-attribute
condition (95% Crl [2.78,3.02], pd = 1.00); the 3-attribute estimated cost inflation was also
reliably greater than the 2-attribute inflation (factor of 1.18, 95% CrlI [1.14,1.23], pd = 1.00).

Our memory manipulation also affected search cost estimates: averaged across attribute
levels, the estimated cost was higher in the no-memory than the full-memory condition by
a factor of 1.10 (95% CrI [1.07,1.14], pd = 1.00). These results align with the effects both
attribute number and the memory manipulation had on search depth.

We also assessed model fit, hypothesizing that if participants adopt simpler, heuristic-like
strategies in more complex environments, model fit should deteriorate. We observe such a
deterioration in Figure 6 where we plot the log-likelihood for each decision the participant
made (adjusted for the fact that participants who searched longer will mechanically have
more negative log-likelihoods). The model is less capable of capturing participant behavior in
the 2- and 3-attribute conditions relative to the 1-attribute condition, therefore participants’
search strategies appear less akin to the optimal search process as environmental complexity
rises. It is worth noting however that the memory manipulation had little impact on the
predictive validity of the model, with the fit of the no-memory condition being slightly higher
than the full-memory condition—although repeat searches were removed from the data, of

which there were more in the no-memory condition.

5. Experiment 2 — Estimated Preferences

We sought to replicate the results of Experiment 1 in a setting where participants’ choices
were based on their true preferences (rather than pre-specified preferences) and where search
came with no explicit monetary cost—more akin to a real-like search scenario.

The Estimated Preferences experiment was identical to Experiment 1 aside from the

conjoint tasks and other minor changes detailed below.
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5.1 Participants

Participants were enrolled via the Prolific platform. 186 participants completed at least two
stages of the search task (3 stages including the conjoints) in the multistage experiment and
passed the attention checks (M,ge = 38.5 years, SD = 12.7; 53.8% female, 45.2% male, 0.5%
other, 0.5% preferred not to answer). Participants who failed the attention checks on the first
day of the study were not invited back and their data was excluded as was preregistered.
Across the seven day study some participants either missed a session or encountered
technical difficulties meaning their data is missing for these sessions. We have data for 151
participants who completed all stages for Experiment 2. We however analyzed all available
data (i.e., from the 186 participants) as our analytic methods are robust to missing data and
participants who missed a session typically only missed 1 or 2. See the Web Appendix for
the results of our analyses performed on the subset who completed all sessions (excl. the

follow-up conjoint).

5.2 Conjoints
Preference Estimate Conjoint

In order to incentivize participants we needed to estimate their true preferences over the
different attributes. To do so we ran two conjoint choice tasks: one containing two attributes
(price and rating) and another with three (price, rating, and WiFi). The conjoints were
designed using Sawtooth and contained 16 trials each.

The conjoints were run before any participant had completed a search task and again 3
days after the completion of all search tasks. We ran the conjoint a second time to obtain a
measure of how accurate our conjoint method was at probing participants’ preferences. We
used the pre-task conjoint estimates for our incentivization.

Preferences from both conjoints were estimated using hierarchical Bayesian multinomial

logistic regression (fitted with brms in R; Biirkner, 2017). On each trial, participants chose
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between two hotel options or ‘neither’; we modeled participants’ choices with a categorical
likelihood in which the ‘neither’ response was the reference category, with a utility fixed
at zero. The utility of each presented option was a linear function of its attributes (price,
rating, and WiFi in the 3-attribute conjoint), and option-specific intercepts captured the
baseline propensity to select a presented option over selecting neither. The model included
population-level attribute coefficients and participant-specific random slopes for each attribute
to determine individual preferences. We used weakly informative priors scaled to the natural
range of each predictor and an LKJ(2) prior on the random-effect correlation matrix (see
Lewandowski et al., 2009). We obtained a single utility weight per attribute for each
participant. These participant-specific weights (population effect plus participant-specific

effect) were used to incentivize bonuses in the subsequent search task.

Search Cost Conjoint

We also estimated participants’ search costs; if we want to make ex ante predictions about
search, we need some estimate as to their baseline search proclivity. We did this by constructing
a ‘Search Cost Conjoint’. Here, like a regular conjoint, participants choose between two
options—Hotel A and Hotel B. The choice is between taking Hotel A, where all attributes are
revealed, or searching Hotel B (incurring a 1.5-second delay) to reveal its hidden attributes,
before deciding between the two hotels. The task is akin to a single search decision in which
the participant either takes the known option or reveals information about an additional
option before choosing. See Figure 7 below.

In the two-attribute version, Hotel A showed the exact price and rating, whereas Hotel
B showed a price range (i.e., the minimum and maximum possible prices) and the rating.
For the three-attribute version, Hotel A showed the price, rating, and whether the room had
WiFi. Hotel B showed the price range and rating, but did not reveal any information about
WiFi pre-search. The information revealed by searching was therefore equivalent to that

revealed in the full search task. The search conjoint consisted of 16 trials for each version.
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See the Web Appendix for additional details on the Search Conjoint methodology.

To estimate participants’ search costs, we used the structure of the Weitzman (1979)
optimal-search rule applied to the binary search conjoint. For each trial, we computed the
expected benefit of searching Hotel B using each participant’s preference weights (estimated
from the standard conjoint). A participant’s decision bounds their search cost: choosing
Hotel A without searching implies their cost exceeds the expected benefit minus the utility of
A, while choosing to search B implies the reverse. Averaging these per-trial upper and lower
bounds, for each participant, yielded a search-cost estimate (which we took as the midpoint

of the mean bounds) in the same utility units as the preference coefficients.

Would you prefer Hotel A
or

search Hotel B and then decide?

T
PRICE PER NIGHT PRICE PER NIGHT a
$198 $174 - $204

0"

v Yes

Figure 7  Search cost conjoint example.

5.3 The Search Task

The Search Task was identical to the Provided Preferences version except that participants
were incentivized based on their own preferences and search did not come with any explicit

monetary cost. The manipulations of memory and the number of attributes were the same.
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5.4 Weitzman Specific Predictions

To determine the attribute values of the hotels across conditions we simulated 10,000 runs
for each participant for each condition (using both their estimated preferences and estimated
search costs) to ensure the predicted number of unique searches was roughly equivalent across
conditions. We used the same attribute values as the Provided Preferences version and the
average predicted number of unique searches was ~ 1.6 across conditions (1-attribute = 1.50
(SD = 1.29), 2-attribute = 1.65 (SD = 0.88), 3-attribute = 1.79 (SD = 0.64)). While there

was a slight increase with attribute, we opted to keep the original attribute values.

5.5 Procedure

Before starting, participants were prompted that the study involved a series of tasks which
would take place over 7 days. Participants on this first day completed both the standard
conjoint and search cost conjoint. Participants were told that their responses in these tasks
would be used to determine how their bonuses were calculated in later stages of the experiment,
thus they should take the tasks seriously.

All search task details were equivalent to Experiment 1, except that participants were
told they would be paid relative to their own true preferences which we estimated in stage 1.
Participants therefore did not have to learn any utility rules.

We re-ran the conjoint task 3-days after the completion of the final search task to check

the re-test reliability of preference estimates.

5.6 Analytic Approach

Unless otherwise specified, the analytic approach was identical to Experiment 1.

5.7 Experiment 2 Results

The results for the conjoints—both the preference and search costs—can be viewed in the

Web Appendix. In summary, estimated search costs were higher for the 3-attribute version
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relative to the 2-attribute version. Test re-test reliability for participant-level estimated
preferences, determined via their choices in the standard conjoint, was also satisfactory (i.e.,

Pearson correlations between .59 and .78).

Search Depth

Figure 8 shows a graphic of search depth across conditions in the Estimated Preferences task.

The best fitting linear mixed model, unique search ~ attributes + memory + (1 |
participant), indicated that the number of attributes and the memory manipulation affected
search depth, yet there was no interaction between the terms. When previously revealed
information was re-hidden post search, participants searched fewer unique hotels (b = —0.97,
p < .001). Participants also searched significantly fewer unique hotels in the 2-attribute
(b = —1.68, p < .001) and 3-attribute conditions (b = —1.17, p < .001) relative to the
1-attribute condition. Tukey-adjusted pairwise comparisons confirmed significant differences
between the 1- vs. 2-attribute (Mgg = 1.68, p < .001) and 1- vs. 3-attribute conditions
(Mgg = 1.17, p < .001), as well as between the 2- vs. 3-attribute conditions (Mgg = —0.51,
p = .006) with participants searching a greater number of hotels in the 3-attribute condition.
As stated earlier, Experiment 3 and the Discussion section address this apparent aberration.

Figure 8 depicts the relationship between estimated search costs and search depth. For
the 1-attribute condition we used the search costs estimated in the 2-attribute search cost
conjoint task. To analyze this relationship we fit a mixed effects model predicting the number
of unique searches from the estimated search cost, averaging over conditions. The results
showed a significant negative relationship between estimated search cost and search depth

(b= —0.69, t(1041) = —2.12, p = .034).

Quality of First Search

Following Experiment 1 we assessed participants’ first search decisions with respect to the

reservation value rank of the searched hotel, as well as other plausible heuristics they may
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Figure 8 Unique search and search cost estimates.

have otherwise used. See Figure 9 for a depiction of this data.

Reservation value (RV) rank was determined by participants’ estimated preferences and
search costs, therefore which hotel was ranked 1st (and so on) differed between participants.

A large proportion of participants across the 3 attribute conditions either searched one of
the top ranked hotels, or relied on another reasonable heuristic (such as the best rated hotel
or best median price). It is worth noting however, that compared to Experiment 1, a greater
proportion of participants across the attribute levels searched hotels that were not aligned
with any simple heuristic nor the RV ranking determined by the conjoints. This is likely
driven by the fact that, here, we are estimating people’s preferences rather than explicitly
providing rules to the participants.

We also examined the relationship between how much time participants spent on the list
page and the RV rank of the first hotel they searched. The best fitting model contained both
response time and attribute number (and their interaction), but not memory condition.

When only a single attribute was visible pre-search, longer deliberation predicted poorer

first-search decisions (b = 0.31, z = 2.73, p = .006)—the opposite of Experiment 1 and a
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Figure 9  First search decision strategy.

counterintuitive finding. Negative relationships between deliberation time and RV rank were
observed for both the 2-attribute (b = —0.30, z = —2.52, p = .012) and the 3-attribute
condition (b = —0.53, z = —5.01, p < .001). Moreover, both interaction terms (i.e. RT
interacting with the 2- and 3-attribute terms) departed significantly from the 1-attribute
baseline (ps < .001), suggesting that the effect of deliberation time on the ‘quality’ of the

search decision was stronger for the 2- and 3-attribute conditions.

Repeat Searches

Participants in the no-memory condition had a significantly higher rate of repeat searches
(b = 0.089, £(766) = 10.74, p < .001) relative to search in the full memory condition (see
Figure 10).

Analogous to Experiment 1, we also assessed repeat search tendencies within a single
search task. The winning model was repeat search ~ search number x memory + attributes +
(1| participant). Analysis of this model showed that the likelihood of a repeat rose with the
number of unique hotels searched (b = 0.32, SE = 0.02, z = 13.86, p < .001). Moreover,
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participants in the Full Memory condition had fewer repeat searches than those in the No
Memory condition (b = —2.21, SE = 0.29, z = —7.55, p < .001). The interaction between
unique-search count and memory however was not significant (b = 0.01, SE = 0.04, z = 0.27,
p = .791), indicating that the memory manipulation did not impact the rate at which people

revisited hotels as a function of their total search count.
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Figure 10  Repeat searches.

Purchase Decisions

We rescaled the utilities of the hotel in the same manner as Experiment 1: best hotel = 100
and worst hotel = 0.

The best-fitting model of purchase decisions was purchase quality ~ attribute + (1 |
participant), where purchase quality was operationalized as the percentage by which a
participant’s chosen hotel fell below the best available option. Chosen hotels fell an average
of 19.44% below the best available option (SE = 1.53) in the l-attribute condition, and
this shortfall did not differ significantly in either the 2-attribute (b = 1.96, SE = 1.52,

t(877) = 1.29, p = .199) or 3-attribute (b = —2.59, SE = 1.50, ¢(873) = —1.73, p = .085)
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conditions. Tukey-adjusted pairwise comparisons showed that purchase quality was poorer in
the 2-attribute than the 3-attribute condition (b = 4.55, SE = 1.52, ¢(876) = 3.00, p = .008).

We also analyzed the proportion of participants buying their most recently searched
hotel. The best fitting model was purchase recent ~ memory + attribute + (1 | participant).
The results showed that buying the most recently searched hotel was more likely in the No
Memory condition (b = 0.48, z = 3.25, p = .001). The probability of purchasing the most
recent hotel also varied with the number of attributes: purchasing the most recent hotel
was more likely in the 2-attribute (b = 1.08, z = 5.87, p < .001) and 3-attribute (b = 0.65,

z = 3.64, p < .001) conditions relative to the l-attribute condition.

Self Report Measures

Relative to Experiment 1, participants reported numerically lower experiences of mental
demand, information overload, and task difficulty, yet higher satisfaction scores. This suggests
participants in Experiment 2 found the task much easier than those in Experiment 1 (with
Provided Preferences).

The self-report results in Experiment 2 also diverge from Experiment 1 with respect to
the effect of attribute number. Mental Demand ratings did not differ between the 1-attribute
(M = 2.59) and either multi-attribute condition (vs. 2-attribute M = 2.50, b = 0.09, p = .417;
vs. 3-attribute M = 2.66, b = —0.07, p = .568), and the 2- and 3-attribute conditions did not
reliably differ from each other (b = —0.16, p = .061). Information Overload showed the same
shape (1 attr: M = 2.43; 2 attr: M = 2.31; 3 attr: M = 2.50), with only the 2- vs. 3-attribute
contrast reaching significance (b = —0.19, p = .027); neither the 1- vs. 2-attribute (b = 0.12,
p = .233) nor the 1- vs. 3-attribute contrast (b = —0.07, p = .603) was significant. Task
Difficulty was lowest in the 2-attribute condition (M = 2.44), differing reliably from both the
l-attribute (M = 2.72; b = 0.28, p = .002) and 3-attribute (M = 2.66; b = —0.23, p = .019)
conditions, which did not differ from each other (b = 0.05, p = .796). Strategy Satisfaction

ratings in the 2-attribute (M = 5.87; b = —0.43, p < .001) and 3-attribute (M = 5.70;
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b= —0.27, p = .003) conditions were greater than those reported in the 1-attribute condition
(M = 5.44), with no significant difference between the two and three attribute conditions
(b=0.17, p = .100).

Effects of the memory manipulation were however consistent with Experiment 1. In the
Full Memory condition participants reported lower Mental Demand (b = —0.29, p < .001),
Information Overload (b = —0.22, p < .001), and Task Difficulty (b = —0.21, p = .002).
There was however no difference in strategy satisfaction self-report scores between memory

conditions averaged across attribute levels (b = 0.09, p = .167).

6. Experiment 3

In Experiment 1 and 2 we did not observe a difference in search depth between the two- and
three-attribute conditions. We hypothesized that this may have been due to the ‘simple’
heuristic which the binary WiFi attribute invites: WiFi was the primary driver of utility in
these experiments and thus relying on WiFi alone (or heavily weighting it) is a viable strategy.
A WiFi-centric strategy reduces the mental burden of the decision-maker—as considering
WiFi alone is easier than incorporating price, rating, and WiFi—without diminishing the
participants’ chance of receiving a decent payout given the disproportionate effect WiFi has
on utility. Thus, participants in the 3-attribute condition may have been able to reduce the
cognitive costs experienced without searching fewer unique products.

To test this hypothesis we ran a follow up experiment where we manipulated what the
third attribute was. In one condition it was WiFi (same as before) and in another it was the
hotel’s distance to the city center. We ran this experiment with Provided Preferences so we
could readily control the importance of the third attribute across individuals. We did not
manipulate memory in this experiment: all participants were in the equivalent of the Full
Memory condition.

This experiment allowed us to test the apparent aberration in the earlier experiments

but also provided insight into the relationship between environmental complexity, cognitive
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processing, and search. If complexity, such as the number of attributes, was the sole
determinant of search then we should see comparable behaviors across these conditions. If
however it is the difficulty of cognitive processing which determines search then we should see
reduced search in the Distance condition as it does not dominate the other relevant attributes.

Self-report measures of effort also provide further insight.

6.1 Participants

167 participants (Mage = 37.6 years, SD = 11.3; 56.3% female, 41.3% male, 1.2% non-binary,
1.2% preferred not to answer) completed both conditions across two days and were paid $1.60
(USD) for participating in the study. Participants could earn up to $.50 per session based on
their search and purchase decisions. Participants who only completed one part (or failed the

quiz too many times) were excluded from all analysis.

6.2 Design

The design was analogous to Experiment 1. The experiment took place over two days and
participants were provided preference weights which would determine their monetary payofs.
There were only two conditions—WiFi and Distance—and both conditions had 3 relevant
attributes.

The preference weights provided to participants in the WiFi condition were identical to
Experiment 1. In the Distance condition the third attribute of interest was 'distance to the
city center’ which participants were told to minimize—as locations closer to the center are

better (at least in our experiment). The exact preference weights were:

Price = —0.25
Rating = 5
Distance = —4
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The distance values provided to participants were numeric and in miles (e.g., 0.7 miles).
Unlike the WiFi condition, distance did not dominate the other attributes (WiFi = 10x and
Distance = -4x).

The hotel attribute values were set such that the predicted amount of search a la Weitzman
was near identical across the two conditions: M = 2.65 (SD = 1.04) in the WiFi condition
and M = 2.69 (SD = 1.22) in the Distance condition. These average search values were

determined by a run of 10,000 simulated searches as per Experiments 1 and 2.

6.3 Results

We report only the search depth and self-report analysis here as these are of primary interest

to our manipulation in Experiment 3.

Search Depth

Participants searched fewer unique hotels in the Distance condition compared to the WiFi
condition (see Figure 11). The best fitting model was unique search ~ attribute + (1 |
participant), indicating that the attribute type has a significant effect on search depth with
participants searching a greater number of unique hotels in the WiFi condition (byiz = .44,
p = .001). The histogram in Figure 11 shows the general shift in search depth, with the

modal search being 1 in the Distance condition compared to 3 in the WiFi condition.

Self Report Measures

Participants reported greater information overload in the Distance condition relative to the
WiFi condition (bgisy = .28, p = .042). Reports of mental demand and task difficulty were not
significantly different but were in the expected direction (Mental Demand: by, = .21, p = .10;
Task Difficulty: baisy = .20, p = .14). Strategy satisfaction scores were significantly lower for
the distance condition (bgisy = —.54, p = .002). As an exploratory analysis, we combined

the three measures which broadly capture cognitive processing difficulty and negative affect
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Figure 11  Average unique search counts and histogram for Experiment 3

(information overload, mental demand, task difficulty). A model assessing these combined
scores, self report ~ attribute + (1 | participant), found that attribute condition significantly
predicted self-report scores (bgisy = .23, p = .004), with the distance condition having higher

reported scores than the WiF'i condition.

7. Discussion

Consumers do not pay a literal monetary cost to search products while shopping but they often
behave as if they do. In three incentivized lab experiments we examined how environmental
complexity affects consumer search behavior. Explicitly, we test whether making search
more mentally demanding (by increasing the complexity of the search environment) causes
consumers to behave as if the search process ’costs’ them more. We manipulated complexity
in two ways: 1) the attentional demands of evaluating and comparing products (i.e., the
number of attributes) and 2) memory demands (by having revealed information disappear
post-search). Below we discuss the results and outline the implications they have for both

marketing theory and practice.
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7.1 Product Complexity

The more pieces of information one must evaluate, the greater cognitive processing required.
While consumers value and seek information—even non-instrumental information (Liew et al.,
2022)—they may forgo some information as the costs of acquiring it rise. This is indeed
what we observe across our experiments. In Experiment 1 and 2, participants searched fewer
unique products in the 2- and 3-attribute conditions relative to the 1-attribute condition. In
Experiment 3, participants also searched fewer hotels when the third relevant attribute did
not dominate the other two (i.e., Distance to city center) therefore requiring participants to
incorporate 3 pieces of information to evaluate a product’s worth.

These changes in behavior directly affected the search cost parameter in the Weitzman
search model. In Experiment 1, we found that estimated costs rose monotonically with
attribute number, suggesting that the subjective cost of search (over and above the actual
monetary costs) rose in tandem with the number of attributes which contributed to an
option’s utility. The same effect was observed in our memory manipulation: participants’
search cost estimates were higher, on average, in the No Memory condition than the Full
Memory version

The studies also clarify that cognitive costs do not rise monotonically with the number
of attributes. Cognitive costs rise when attributes must be integrated into a compensatory
decision rule (e.g., a weighted additive rules). Such costs however can be avoided when an
attribute is dominant enough to support a simpler heuristic decision. While an optimal
consumer should incorporate all attributes presented to them, a cognitively bound one
may realize that overweighting a single dominant attribute (e.g., WiF1i) is a viable strategy.
Experiment 3 highlights this neatly by altering the third attribute: either WiFi (identical to
Exp 1 and 2) or distance to the city center, which did not dominate the other attributes and
was numeric rather than binary. Here, when the third attribute was distance, search depth
did reduce and self-reported effort scores increased. This shows that while environmental

complexity affects search costs, these effects are likely dependent on the cost of cognitive
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processing. When complex environments can be searched via a simple heuristic search depth
can be maintained, but when the environment offers no intuitive heuristic (and all attributes
must be evaluated), participants behave as if the cost of search is higher. While we do not
test settings with a large number of attributes here (54), we assume that the reductive
effect of attribute number on search would be further attenuated as participants rely on
non-compensatory decision strategies (e.g., lexicographic).

The relationship between response time (deliberation time) and the ‘quality’ of participants’
first search decision (i.e., the RV rank of the searched hotel) provides additional insight into
the role cognitive processes such as attention play in consumer search. We observed a positive
relationship between how long participants spent deliberating and the quality of their search
choice; this suggests that greater deliberation (a mentally effortful process) results in better
quality search. In further support is the fact that the relationship between deliberation time
and search quality strengthened as the number of attributes available increased: in the two
and three attribute cases (where there were two pieces of information shown pre-search), the
relationship between deliberation and decision quality was stronger than when only price
range was displayed. In the Weitzman model we fit to Experiment 1 data we include a
perceptual noise parameter (u,e) which captures the noisy nature of information encoding,.
We fix these parameter values so that we can uniquely identify the search cost parameter,
but future work could aim to separately identify such parameters which theoretically vary as
more or less effort is exerted towards the task.

While overall search behaviors appeared similar between the Provided Preferences and
Estimated Preferences methods (e.g., search depth), there were notable differences in the
self-report measures and purchase quality. Most notably, participants in Experiment 2, where
participants made decisions based on their own preferences, did not report attribute to have
any effect on their experience of mental effort. Similarly, the quality of their purchases (with
respect to their estimated preferences) did not deteriorate as the products became more

complex. This suggests people find it much easier to search using their own preferences
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than ones provided to them arbitrarily. While providing preferences and rules to subjects
ensures experiments are well-controlled with definable optimal solutions, it may also ensure
the observed behaviors are not wholly indicative of how consumers behave in the real world.
Therefore estimating people’s preferences, as we do in Experiment 2, is a useful stepping

stone between idealized laboratory experiments and real-world consumer choice.

7.2 Memory Demands of Search

Most websites require people to remember revealed information: once you’ve clicked on a
product and returned to the list page, any previously revealed information must be stored in
memory as it disappears from view. When participants in our experiments were required
to remember information (even when it was a single attribute, such as price) they searched
fewer unique hotels compared to when all revealed information was shown on the list page. In
Experiment 1, such behavior may have been driven by concerns about the explicit monetary
cost of search (e.g., if they misunderstood that revisits were free). In Experiment 2, however,
where search never had an explicit cost, the effect of memory was even stronger.

For a cognitively bound consumer this strategy is rational. Searching fewer items reduces
the amount of information which must be stored in working memory, thus reducing working
memory load (and people find increased memory load aversive, see Westbrook et al., 2013).
Even if added working memory load came with no subjective cost, the number of items
people can reliably store is still constrained. As the number of stored items increases beyond
someone’s working memory capacity, errors (i.e., misremembering or forgetting) become more
likely. Thus, in a search task, searching fewer products may be the optimal approach for a
consumer who knows their memory is constrained and wishes to maintain a reliable index of
the products they’ve viewed.

Revisits or repeat searches also increased in the No Memory conditions. Our experiments
show that repeat searches (which are commonly observed in the literature) are at least

partially driven by participants forgetting, or being unsure, of previously viewed information.
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Participants took longer in the No Memory condition to evaluate the product detail pages
(RTs were longer than in the Full Memory condition), but were nevertheless still more likely to
re-click on these products without purchasing. Participants’ self-report ratings also reflected
the costs of having to store items in memory with the No Memory condition being rated

higher on several measures in both Experiments 1 and 2.

7.3 Implications
Theory

A lay prediction of consumer search may be that as the amount of information available rises
so too does the amount consumers search; after all, information is both instrumentally (and
intrinsically) valuable to consumers. Our results however find the opposite—consumers may
search less in information dense environments—due to the cognitive costs of processing this
additional information. Our results also provide a psychological grounding for search costs in
formal models by isolating a contributing component that is independent of the opportunity
cost of time or explicit financial loss. A recent stream of work has begun to examine the
psychological consequences of search—most notably fatigue—and the downstream effects
such as consumers terminating search without purchase (Ursu et al., 2022; Ning et al., 2025).
Our results complement this work by showing that the complexity of a retail interface, and
the cognitive costs complex settings impose, directly affect the search costs consumers incur.

The work also connects to a long literature documenting that decision makers adaptively
shift their strategies from near-optimal strategies (e.g., a weighted additive rule) towards
simpler heuristics as the cognitive costs of the former rise (Payne et al., 1993; Shah and
Oppenheimer, 2008). We add to this literature by showing that not only do cognitive costs
affect purchase strategies in binary choice settings (Payne et al., 1993) but that the multistage
search process is also affected. Here, participants tend to minimize the total number of unique

products searched thereby reducing accrued search costs.
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Practice

High search costs reduce the total number of unique products consumers view, thus reducing
the likelihood that a given brand’s product is searched and purchased. Marketers cannot
simply respond by stripping back the information they provide: consumers value information,
and the strategic withholding of useful information will likely be penalized by the consumer
(Grossman, 1981; Milgrom, 1981). Aggregators and multi-brand retailers can however redesign
their websites to reduce cognitive costs without altering the product information which is
available. Most sites already allow users to sort and filter products by brand, price, rating,
and other attributes. Our results point to two design changes that could further ease the
mental burden of search.

The first is to let the consumer choose which attributes are displayed on the list (pre-
search) page. If revealing attributes by visiting the product page is the costly component
of search, then displaying only the attributes a consumer cares about pre-search should be
beneficial. By adopting this approach, quick comparisons can be made on the list page
with ’searches’ (i.e., visiting the details page) only necessary for the subset of products the
consumer is seriously considering. For example, if a consumer mostly cares about a hotel
having a gym and spa, being able to show this information on the list page will reduce the
number of product detail pages they must visit and therefore reduce the search costs they
accrue. It also has the added benefit of removing superfluous information from the list page.
If, for example, a consumer does not care about room size they can remove this information
from the list page.

A second recommendation is to let consumers assemble consideration sets that allow for
richer comparisons than current online ‘shopping carts’ provide. Most carts list the products
a consumer has added, alongside a brief description and the product’s price. If a consumer
wants to compare between products then such a minimalist display is not particularly useful
as it requires the participant to revisit the items and compare the attributes of one on screen

with their memory of a competing product’s attributes. Given an increased memory burden
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comes with cost, being able to easily compare products on a single screen would ease such
costs and benefit consumers.

Both recommendations echo existing evidence that interactive decision aids help consumers
reach better decisions while expending less effort (H&dubl and Trifts, 2000). The overall
managerial implication is not to provide less information to consumers, but to make diagnostic
information easier to encode, retain, and compare. In short, to maximize the amount of

information available but make it digestible.

7.4 Limitations and Future Directions

One limitation of the current work is our inability to directly observe the decision strategies
employed by participants. We infer strategy shifts indirectly from search behavior, model fit,
and the WiFi-versus-distance comparison, but future work could try to probe the underlying
decisions more directly. In a binary choice task it is possible to make solid inferences about
such decision processes (see Payne et al., 1993); in our current (more realistic) setting, however,
there are not only purchasing decisions, but multi-step search decisions, which complicate
the means by which the underlying process can be inferred. One way of better probing the
mechanism is via eye-tracking or mouselab (Wedel and Pieters, 2008; Payne et al., 1993). The
issue with these approaches however is that mouselab makes the task unnaturally artificial
(i.e., hovering over an attribute to reveal its identity), and accurate eyetracking requires
sufficient spatial separation to determine which attributes are being attended to—mnot to
mention the need to have participants place their head on a chin rest. One potential useful
avenue for future research is to have participants 'think aloud’ while searching, which is a
simple and increasingly reliable way of measuring otherwise unobservable cognitive processes
(Ostrovsky and Newell, 2024; Ostrovsky et al., 2025).

One factor which our current experiments do not address are the differences between
(utilitarian) directed search and (hedonic) browsing. Our task focuses on goal-directed search,

a process which requires the consumer to not only seek and encode information, but to
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compare information across alternative products. In contrast, hedonic browsing may involve
different costs and benefits because consumers can enjoy information without integrating it
into a final choice. These distinctions matter because the cost of search may depend not only
on how much information is available, but on whether consumers must compare, remember,
and integrate it. The differences between these two types of search have been previously
outlined (Babin et al., 1994; Bloch et al., 1989), however, there has been little quantitative or
experimental research to assess whether search costs truly differ in these unique contexts. One
reason is that it is difficult to motivate browsing behavior in experimental settings—where
incentives are usually based on participants’ purchasing decisions. Future research however
should aim to investigate how consumers search in the real world (e.g., interviewing shoppers
in stores) and whether their intentions (to buy or to browse) affect factors such as search
depth, in addition to determining whether it is the evaluation and comparison process which

makes search costly.

7.5 Conclusion

Over three incentivized lab experiments we show that complexity, and the increased mental
demands complex environments impose, partially determine consumer search costs. Both
attentional demands (manipulated via the number of attributes) and memory demands
directly affect search depth. These changes in search behavior also map onto the search
cost parameter in the Weitzman sequential search model, suggesting the cognitive costs
incurred during search partially determine these search costs. These results provide both
theoretical grounding as to why search is costly and also provide marketers with a lever they

can manipulate to either encourage more or less search on their websites.
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Appendix

This is the web appendix for the manuscript titled "Cognitive costs in consumer search". It

has the following sections:

A - Comprehension Quiz Example

B - Hotel Attributes and Reservation Values

C - Re-analysis of data on subset who completed all sessions (Exp 1)

D - Conjoint Methods and Results for Experiment 2

E - Re-analysis of data on subset who completed all sessions (Exp 2)

F - Convergence metrics for Weitzman model fit (Experiment 1)

A. Comprehension Quiz Example

We pre-registered that participants who failed the quiz 3 or more times would not be invited

back and have their data removed. Participants were shown the answers after the quiz, so

failing it an additional two times is a strong indicator of a lack of attention.

Comprehension quiz

Participants answered the following siz items after the instructions and at the start of each

session. The correct response is shown in bold. All six had to be answered correctly to proceed;

after any error, the correct answers were displayed before the quiz was re-attempted.

1.
2.

Clicking on a hotel reveals its exact price.  (True / False)

How many hotels are there in total (including the default)? (8 / 12 / 20)

Each search costs 2 cents and is deducted from your bonus.  (True / False)

What is the maximum bonus you can earn? (10 cents / 20 cents / 50 cents)
Information about the hotel’s attributes will stay on screen after you search.  (True /

False)

Correct answer condition-dependent: True in the Full Memory condition; False in the

No Memory condition.
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6. The hotel name and photo are important to your decision.  (True / False)

B. Hotel Attribute Values and Reservation Values (Experiment 1)

The tables below report the attribute values of the 12 hotels (11 searchable hotels plus the
always-available default) in each condition of Experiment 1 (Provided Preferences), together
with each hotel’s reservation value under the Weitzman (1979) optimal sequential-search
policy.

Reservation values are expressed in the same utility units as the provided preference weights
(price = —0.25, rating = 5, WiFi = 10) and were computed using the explicit search cost of 2
cents, converted to utility units via the experiment’s payoff structure (yielding ¢ = 0.46, 0.29,
and 0.43 utility units in the one-, two-, and three-attribute conditions, respectively). The
default option is fully known, so its reservation value equals its observed utility. By design,
the default’s attribute values placed it seventh among the ranked reservation values in every
condition, and the stimuli were calibrated so that the predicted number of searches under

the optimal policy was approximately equal across conditions.

Table B1

Hotel attribute values and reservation values, one-attribute condition (Experiment 1). Hotels
are ordered by reservation value; rank 1 is the hotel an optimal searcher inspects first, and
the default (outside) option appears in italics at its rank.

Hotel Price (3) Reservation value RV rank
3 $80-$140 -23.72 1
4 $83-$147 -24.59 2
1 $90-$110 -24.65 3
2 $90-$120 -25.13 4
6 $83-$167 -25.15 5
) $92-$148 -26.59 6
Default $107 -26.75 7
7 $95-$165 -27.07 8
8 $115-3155 -31.79 9
9 $125-$155 -33.88 10
10 $127-$163 -34.63 11
11 $130-$170 -35.54 12
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Table B2

Hotel attribute values and reservation values, two-attribute condition (Experiment 1). Hotels
are ordered by reservation value; rank 1 is the hotel an optimal searcher inspects first, and
the default (outside) option appears in italics at its rank.

Hotel Price ($) Rating Reservation value RV rank

4 $87-$133 7.7 14.19 1
3 $81-$119 7.3 13.92 2
6 $100-$160 8.3 13.57 3
2 $76-$104 6.8 13.00 4
) $102-$138 8.0 12.23 5
1 $65-$95 6.0 11.68 6
Default $115 7.8 10.25 7
9 $125-$195 8.8 9.59 8
7 $124-$156 8.1 7.36 9
3 $135-$165 7.5 1.68 10
10 $148-$192 8.0 0.49 11
11 $160-$200 8.2 -1.39 12

Table B3

Hotel attribute values and reservation values, three-attribute condition (Experiment 1).
Hotels are ordered by reservation value; rank 1 is the hotel an optimal searcher inspects first,
and the default (outside) option appears in italics at its rank.

Hotel Price (3) Rating Free WiFi Reservation value RV rank

6 $110-$150 8.7 No 21.85 1
3 $88-$112 7.2 Yes 20.78 2
4 $98-$122 7.5 No 19.78 3
5} $109-$131 8.0 Yes 19.67 4
2 $82-%98 6.5 No 19.37 )
7 $130-$150 8.5 Yes 17.06 6
Default $111 8.4 No 14.25 7
1 $75-$85 5.0 No 14.17 8
9 $135-$185 8.4 Yes 13.61 9
8 $141-$159 7.5 No 9.46 10
11 $164-$196 8.5 No 7.79 11
10 $156-$184 8.0 Yes 7.53 12

60



C. Experiment 1: Participants Who Completed All Six Sessions

The analyses below reproduce those reported for Experiment 1, restricted to the 162 partici-

pants who completed all six sessions.

Unique Searches. Participants inspected fewer unique hotels as the number of attributes
grew. The one-attribute condition elicited more search than either the two-attribute (b = 0.61,
t(815) = 5.26, p < .001) or three-attribute condition (b = 0.44, ¢(815) = 3.73, p < .001),
which did not differ from one another (p = .28). Participants also searched more under Full

than No Memory condition (b = 0.21, #(815) = 2.19, p = .029).

Quality of First Search. Longer deliberation was associated with better (lower-rank)
first searches, and the relationship strengthened sharply as attributes were added. In the
one-attribute condition the slope was in the expected direction but did not reach significance
(b = —0.20, SE = 0.12, z = —1.58, p = .11). The two-attribute slope was steeper and
reliable (b = —0.34, SE = 0.12, z = —2.83, p = .005), though it did not differ significantly
from the one-attribute slope (interaction b = —0.14, SE = 0.17, z = —0.84, p = .40). The
three-attribute slope was steeper again (b = —0.96, SE = 0.13, z = —7.50, p < .001) and
significantly exceeded the one-attribute slope (interaction b = —0.76, SE = 0.17, z = —4.39,
p < .001).

Repeat Searches. Re-searching an already-seen hotel was more common under no memory
than full memory (b = 0.032, ¢(587) = 4.04, p < .001) and was unaffected by attribute count
(p = .17). The probability that any given search was a repeat rose with the number of distinct
hotels already inspected (b = 0.22, z = 4.92, p < .001) and was far lower when searched
information remained visible on screen (b = —1.14, z = —5.63, p < .001), consistent with

revisits reflecting forgetting rather than deliberate re-evaluation.
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Purchase Decisions. The hotel purchased fell further below the best available option as
attributes increased (albeit non-monotonically, same as the full sample), with an estimated
shortfall of 12.4%, 20.7%, and 17.0% for the one-, two-, and three-attribute conditions. Both
the two-attribute (b = 8.26, t(813) = 5.14, p < .001) and three-attribute conditions (b = 4.61,
t(813) = 2.87, p = .004) had poorer choices than the one-attribute condition. Memory
condition had no effect (p =.79).

Most purchases were of the most recently searched hotel. This did not vary with either

attribute count (p = .06) or the memory manipulation (p = .29).

Self Report Measures. Self-reported mental demand, information overload, and task
difficulty each increased from the one-attribute to the two- and three-attribute conditions
(all p < .001), with no difference between the two- and three-attribute conditions. Memory
condition also had an effect with the No Memory condition typically being rated higher
(demand: p = .018; overload: p = .010; difficulty: p = .050). Satisfaction with search strategy
was highest in the one-attribute condition (M = 5.14) and lowest in the two-attribute
condition (M = 4.16), with the three-attribute condition intermediate (M = 4.72), which

was significantly higher than the two-attribute condition (p < .001).

D. Experiment 2: Conjoint Methods & Results

D.1 Search cost conjoint methods

On each trial, participants chose between Hotel A, a fully specified option with a known price
and rating, and Hotel B, an uncertain option presented as a price range and a rating that
participants could only resolve by searching. Hotel B’s attributes were generated relative
to Hotel A’s and offset by two running jitter terms (one for price, one for rating) that
implemented an interleaved one-up/one-down staircase. Whenever a participant selected the
certain option (Hotel A), one of the two attributes was randomly adjusted to make Hotel B

more attractive on the subsequent trial (price reduced by $5 or rating increased by 0.20);
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whenever a participant chose to search (Hotel B), one attribute was randomly adjusted to
make it less attractive (price increased by $5 or rating reduced by 0.20). Across trials, this
procedure titrated Hotel B’s relative value toward each participant’s point of indifference—the
attribute advantage Hotel B had to offer in order to offset the cost of searching it—yielding a

behavioral index of search cost.

D.2 Conjoint Results
Preference estimates

Table D1 shows the mean and standard deviation of the estimated preferences for the two-
and three-attribute conjoint tasks. There was a notable drop in the weights of both price
and rating from the 2- to 3-attribute condition.

Participants whose preferences for price were positive (indicating preferring higher prices)
or negative for rating or WiFi (indicating preference for lower rated hotels and rooms without
WiFi) were set to small numeric values in the sensible direction (i.e., —0.001 for Price and
0.001 for Rating and WiFi). This adjustment was performed on two participants in total,
who required the adjustment on both their price and rating partworth estimates.

Table D1
Coefficient values from 2- and 3-attribute conjoints.

Price Rating WiFi

2-Attribute Conjoint —0.031(0.015) 1.324(0.529) —
3-Attribute Conjoint —0.038(0.011) 1.514(0.839) 2.406 (1.003)

Note. Coefficients are on the attribute scale. For the 3-attribute condition, on average, having
WiFi was equivalent to a ~1.6 increase in rating or a ~$64 drop in price.

Search cost estimates

Figure D1 below is a histogram of the estimated search costs for the 2- and 3-attribute

conjoints. These distributions tended to be right-tailed, yet the majority of participants
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showed behaviors indicative of being averse to searching (i.e., at least occasionally choosing
Hotel A without revealing Hotel B’s hidden attributes). Costs were however positively bound,

such that choosing to search every time would result in a zero (0) search cost estimate.

2-attribute condition 3-attribute condition
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Figure D1  Histogram of search cost estimates.

Test re-test reliability

Following the main experiment we invited participants back to retake the conjoint tasks to
assess re-test reliability of our estimates. Participants saw the exact same conjoint questions
from Experiment 1 for the standard conjoint (used to estimated attribute preferences). The
questions seen in the search cost conjoint were however different because the displayed options
were contingent on participants’ previous choices.

We had data for 179 participants (from a full sample of 186) who completed the follow
up. Pearson correlations between price and rating coefficient estimates for the two-attribute
conjoint were R = .77 and R = .78, respectively. In the 3-attribute conjoint the retest
correlations were: price R = .65, rating R = .73, and WiFi R = .59.

Search cost estimate correlations were positive but lower than those in the standard
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conjoint. For the two-attribute version the retest correlation was R = .34 and for the
3-attribute version it was R = .13. Given participants had significant experience with our
search task between the first search cost conjoint and the second it is perhaps unsurprising
that these correlations are lower: participants presumably learned about the values (and

costs) of search via these experiences.

E. Experiment 2 Results: Participants Completing All Six Sessions

As for Experiment 1, we reproduce the Experiment 2 analyses on the 151 participants
who completed all six sessions (age M = 39.2, SD = 12.6). Each measure was fit with a

by-participant random-intercept mixed model, with attribute count and memory as predictors.

Search depth. The best-fitting model, unique searches ~ attributes + memory, indicated
fewer searches when revealed information was re-hidden after search (no memory: b = —0.87,
p < .001) and in the two-attribute (b = —1.75, p < .001) and three-attribute conditions
(b= —1.24, p < .001) relative to one attribute, with no interaction (x?(2) = 1.75, p = .42).
Tukey-adjusted contrasts confirmed the one- versus two-attribute (Mgg = 1.75, p < .001)
and one- versus three-attribute differences (Mgg = 1.24, p < .001); as in the main text,
participants searched more in the three- than the two-attribute condition (Mgg = —0.51,
p = .013), the aberration addressed in Experiment 3. Estimated search cost again predicted

search depth negatively (b = —0.73, ¢(870) = —2.09, p = .037).

Quality of first search. As in the main text, most first searches fell on a highly-ranked
hotel or on a simple rating- or price-based heuristic, with a sizeable share aligned with none—
consistent with preferences here being estimated rather than provided. Relating list-page
deliberation time to the reservation-value rank of the first search, the best-fitting model
contained response time X attributes but not memory. The counterintuitive single-attribute

pattern reappeared: with only one attribute visible pre-search, longer deliberation predicted
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poorer first searches (b = 0.33, z = 2.64, p = .008), whereas the relationship was negative in
the two-attribute (b = —0.33, z = —2.52, p = .012) and three-attribute conditions (b = —0.57,
z = —4.98, p < .001), with both interaction terms departing reliably from the one-attribute

slope (both p < .001).

Repeat searches. Participants in the no-memory condition repeated searches at a higher
rate than those in the full-memory condition (b = 0.094, ¢(664) = 10.56, p < .001). Within a
single task, the likelihood of a repeat rose with the number of unique hotels already searched
(b =0.34, z = 1341, p < .001) and was lower under full memory (b = —1.91, z = —6.18,
p < .001); the search-count X memory interaction was not significant (b = —0.07, z = —1.39,

p=.166).

Purchase decisions. Rescaling utilities so that the best available hotel = 100 and the
worst = 0, chosen hotels fell on average 17.2% below the best option in the one-attribute
condition (SE = 1.6); this shortfall did not differ reliably in the two- (b = 2.54, ¢(753) = 1.60,
p = .11) or three-attribute condition (b = —1.10, #(753) = —0.69, p = .49), and the two-
versus three-attribute difference was only marginal (b = 3.63, ¢(753) = 2.29, p = .057);
memory had no effect. Buying the most recently searched hotel was more likely under no
memory (b = 0.38, z = 2.42, p = .016) and in the two- (b = 1.16, z = 5.81, p < .001) and

three-attribute conditions (b = 0.77, z = 3.92, p < .001) than with one attribute.

Self-report questionnaires. As in the main text—and in contrast to Experiment 1—
subjective ratings did not increase with attribute count, consistent with participants finding
the estimated-preferences task easier. Mental demand did not differ across attribute levels
(one- versus two- and one- versus three-attribute both p > .5; two- versus three-attribute
p = .092), and information overload differed only between the two- and three-attribute
conditions (p = .046). Task difficulty was lowest in the two-attribute condition, differing from

both the one- (p = .003) and three-attribute conditions (p = .022), and strategy satisfaction

66



was higher in the two- (p < .001) and three-attribute conditions (p < .001) than with one
attribute. The memory effects matched Experiment 1: full memory lowered mental demand
(b = —0.34, p < .001), information overload (b = —0.26, p < .001), and task difficulty

(b=—0.27, p < .001), but did not affect satisfaction (p = .27).

F. Convergence metrics for Weitzman model

Sampling used four chains of 1,000 warm-up and 3,000 retained iterations each. There were
no divergent transitions and no iterations that reached the maximum tree depth, and the
minimum E-BFMI across chains was 0.60. See Table F1 below.

Convergence for the intercept was not ideal. This however has little bearing on our
interpretations—which hinge on the fixed effects of attribute and memory—and is perhaps
to be expected given the scarce amount of data for each individual (with only 196 subjects
total).

Table F1
Population-level posterior summaries and convergence diagnostics for the search-cost model
(Experiment 1).

Parameter Mean SD 95% Crl R ESSpuc  ESSi.i
Intercept (1 attr., Full Memory) —1.03 0.09 [-1.19, —0.86] 1.03 144 364
2 vs. 1 attribute 0.47  0.03 [0.40, 0.54] 1.00 3,753 5,992
3 vs. 1 attribute 1.08 0.03 [L02, 1.14] 100 3815 6,742
No Memory 0.18 0.03 [0.11, 0.24] 1.00 3,459 5,644
2 attr. x No Memory —0.08 0.05 [-0.17, 0.01] 1.00 3,397 5,775
3 attr. x No Memory —0.15 0.04 [-0.23, —0.07] 1.00 3,282 5,936
SD of subject effects (o) 1.13  0.07  [1.00, 1.27]  1.01 557 1,338
G. Parameter Recovery from Weitzman model — Experiment 1

We simulated a synthetic dataset from the model, taking the posterior means from the
Experiment 1 fit as the data-generating values and matching the Experiment 1 design exactly

(196 participants, one trial per attribute x memory cell). We refit the model to the simulated
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data and checked whether each generating value fell within the 95% credible interval of its
recovered posterior.

Parameter recovery was generally acceptable with a few notable yet non-crucial exceptions.
The parameters central to our conclusions were recovered adequately: both attribute effects
(2- vs. l-attribute, true 0.47, posterior mean 0.43, 95% Crl [0.26, 0.60]; 3- vs. l-attribute,
true 1.08, mean 1.10, [0.94, 1.26]), the subject-level heterogeneity (true o, = 1.13, mean 1.06,
[0.95, 1.18]), and the intercept all recovered well.

The exceptions were the smallest effects in the model: the memory coefficient was not
recovered (mean —0.04 against a generating value of 0.18) and the attribute x memory
interaction terms were likewise recovered with larger bias. Two points are worth mentioning
here. First, with a single trial per cell per participant small log-scale effects are weakly
identified, and coverage from a single simulated dataset (which was the recovery process
performed here) is a noisy indicator that is properly evaluated across many replications.
Second, our memory conclusion (not recovered here) does not rest on the model alone:
the effect of the memory manipulation on search is established directly by the behavioral
search-depth analyses in both experiments (Exp 1 and 2) and reflected in the self-report
measures. The interaction terms, in turn, are not part of our reported models, whose preferred
specification is additive in attributes and memory.

All recovery-fit diagnostics were healthy (R = 1.00 and bulk-ESS exceeding 600 for every

parameter). Table G1 displays the full set of results.
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Table G1

Parameter recovery under the Experiment 1 design. Posterior means and 95% credible
intervals are from the model refit to data simulated at the known generating (true) values,
matching the Experiment 1 design (196 participants, one trial per attribute x memory cell).
The final column indicates whether the generating value fell within the 95% Crl.

Parameter True value Posterior mean 95% Crl In 95% Crl
Intercept (1 attr., Full Memory) —1.03 —0.96 [—1.17, —0.75] Yes
2 vs. 1 attribute 0.47 0.43 [0.26, 0.60] Yes
3 vs. 1 attribute 1.08 1.10 [0.94, 1.26] Yes
No Memory 0.18 —0.04 [—0.23, 0.15] No
2 attr. x No Memory —0.08 0.28 [0.03, 0.53] No
3 attr. x No Memory —0.15 0.03 [—0.20, 0.25] Yes
SD of subject effects (o) 1.13 1.06 [0.95, 1.18] Yes
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